
Research Statement

Raef Bassily

An overview: My current research focuses on developing practical algorithms and establishing theoreti-
cal foundations for privacy-preserving data analysis. The goal of this area of research is to enable conducting
highly accurate data analyses while providing rigorous and provable guarantees of privacy for individuals
whose data are collected. I have made several significant contributions to both theory and practice of dif-
ferential privacy [19, 20] and to the area of privacy-preserving data analysis in general. In my PhD, my
research focused on the area of information-theoretic security in communication networks. I have made
significant contributions to this area as well. Having a broad background in both electrical engineering and
theoretical computer science, coupled with a strong experience in information theory, has helped me offer
new perspectives to the research problems I tackle, and enabled me to expand the scope of my research. That
is why I enjoy taking an approach that combines ideas and techniques from several areas such as information
and coding theory, statistics, and optimization.

My recent contributions to the areas of privacy and statistical data analysis are along two broad direc-
tions: (i) designing practical algorithms for a wide range of applications in data analysis with provable utility
and privacy guarantees, and (ii) providing results that improve our understanding of the interplay between
privacy on one hand and statistical inference and learning on the other, demonstrating a general recurring
theme that these notions are not at odds, and even reinforce and enhance each other.

My work has been used by many researchers in the field to further expand the state of the art in several
directions. Recently, my work on local differentially private protocols [7] has propelled the implementation
and deployment of such protocols by Apple in their operating system for mobile devices iOS101.

The privacy problem: One fact that is becoming more evident today is the increasing volumes of
personal and sensitive data that are no longer restricted to physical documents and files over shelves, but
have taken the electronic form and ubiquitously spread in the cyberspace. This not only includes data
on social networks and search engines, but also data collected by health networks, government agencies,
and other organizations. While analyzing such data sets can indeed provide many societal and economical
benefits, releasing information about sensitive or personal data can cause devastating damage to the privacy
of individuals or organizations. In practice, the traditional heuristic to deal with privacy concerns is to use
ad-hoc anonymization schemes where the obviously identifying information, e.g., names or addresses, is
removed from the data before storing it. However, such schemes have been shown to be unreliable. Indeed,
there have been several examples of attacks that led to high-profile privacy breaches due to complete “re-
identification” of individuals whose data were supposedly anonymized (e.g., [36, 27, 37, 33, 13]). Many of
these attacks exploit side information available from other external sources.

Rigorous approach to privacy. To prevent future privacy breaches, we need algorithms with robust, prov-
able privacy guarantees. Differential privacy has emerged as a sound theoretical approach to privacy that
we can use to deal with privacy in a precise and quantifiable fashion. Differential privacy is a stringent

1Details will appear in a forthcoming white paper to be released by Apple.
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constraint on the data analysis algorithm that ensures that the data of one individual (or, small group of
individuals) does not have a significant influence on the information released by the algorithm.

1 Contributions to Privacy and Statistical Data Analysis

Differentially Private Convex Optimization [9]: Convex optimization – often in the form of empiri-
cal risk minimization – is a central task in machine learning and statistics. Algorithms for empirical risk
minimization cover a wide range of problems appearing frequently in practice such as linear or logistic re-
gression, support vector machines, maximum-likelihood estimation. Standard algorithms for empirical risk
minimization can leak information about entire data records and sometimes may even reveal entire records
in the clear [31]. In attempt to deal with this problem, several differentially private algorithms have been
proposed in earlier works, e.g. [14, 32, 29], however these algorithms could not attain the optimal accuracy.
In [9], we developed new practical differentially private algorithms for convex optimization with optimal
accuracy. Our results apply to any convex optmization problem where the objective function is convex
and Lipschitz-bounded and the constraint set is bounded. Our algorithms are computationally efficient and
have the best known running-time, and in some cases even match the optimal running time for non-private
algorithms.

Local, Private Protocols for Succinct Histograms [7]: In the local model of differential privacy, each
individual randomizes her data herself using a local randomizer to generate a report that is then sent to an
untrusted server to be aggregated in to a summary that can be used to answer queries about the data. The
local model is an attractive model that has been studied in several previous works, e.g., in [23, 28, 35, 21]
mainly because control of private data remains in users’ hands. In [7], we designed new practical differ-
entially private protocols for estimating histograms from users’ “privatized” (noisy) data. Our protocols
attain optimal accuracy, and are very efficient in terms of running time, storage, and communication cost.
We gave a new design paradigm using ideas from the literature on coding theory, low-space algorithms,
and compressive sensing to construct efficient, practical protocols. All previous protocols [35, 28, 23] were
either computationally inefficient or had much worse accuracy. Our work has played an important role in
the recent implementation and deployment of this type of protocols in data-driven tech industry.

Coupled-Worlds Privacy [8]: Differential privacy provides meaningful guarantees no matter how much
an adversary knowns ahead of time about the data. Unfortunately, this strength means that in some settings,
differentially private algorithms cannot produce highly accurate results. In [8], we introduced a rigorous
framework for database privacy that relaxes differential privacy by modeling and exploiting the uncertainty
(i.e., lack of knowledge) of any potential adversary. This work offers a rigorous relaxation for differential
privacy and shows a wide range of practical scenarios where it is possible to release significantly more
accurate statistics than it is possible under differential privacy.

Algorithmic Stability for Adaptive Data Analysis [10]: Adaptive data analysis has long been in the
blind spot of machine learning theory and statistics where it is widely assumed that the method is indepen-
dent of the data to which it is going to be applied. Recently, [22] showed that the risks of adaptivity can
be prevented through the use of differential privacy since it provides an algorithmic stability guarantee that
implies generalization (i.e., outcome of a stable algorithm on a sample also holds for the underlying popula-
tion). Unlike previous stability notions, differential privacy continues to provide a strong stability guarantee
in adaptive data analysis where an arbitrary analyst interacts with the estimator that holds the sample.
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In [10], we make several important contributions to this new line of research. First, we give optimal anal-
ysis of the statistical accuracy of differentially private algorithms, and consequently obtain the best known
bounds on statistical accuracy for adaptive data analysis. Second, we characterize the optimal connection
between differential privacy and generalization in any general (possibly adaptive) setting of data analysis.
Third, we generalize the connection between differential privacy and statistical accuracy to a much larger
family of statistics than those studied in the earlier work [22].

Privacy and Algorithmic Stability Based on Statistical Typicality [5]: In this work, we introduced and
studied a new notion of algorithmic stability, called typical stability, that also serves as a notion of privacy,
providing another strong indication for a deeper connection between privacy and algorithmic stability. We
showed that typical stability can be used to control generalization error in adaptive data analysis even when
the samples in the dataset are not necessarily independent and when the desired statistics are not necessarily
of low sensitivity2. Typical stability only requires that with high probability the computed statistics are
concentrated around their true expectation.

2 Goals and Future Directions

My research is mainly driven by the following goals:

• developing a solid theory that offers a rigorous foundation for privacy-preserving data analysis and
enables a complete understanding of the relationship between learning and statistical inference on one
hand and rigorous notions of privacy on the other.

• designing new practical algorithms for data analysis with robust, provable privacy guarantees as well
as offering new techniques for better analyses of such algorithms.

• identifying and tackling new challenges in the practice of data analysis that are not covered by the
current theory.

Below, I oultine some specific directions that I plan to pursue in the future:

2.1 Learning and Privacy through the Lens of Information Theory

The relationship between learning theory and privacy is a very natural and important subject of research.
In differential privacy literature, there has been a long sequence of works that studied various fundamental
questions on learning under differential privacy, e.g., [30, 11, 25, 9, 12, 22, 10]. However, our current
understanding of the interplay between notions of privacy and learning is still quite incomplete. I plan to
direct a part of my future effort to the following problems.

Information-theoretic notions of privacy that can circumvent existing negative results: In [12], Bun et
al. showed that learning thresholds over the real line is impossible under approximate3 differential privacy.
In particular, [12] showed that this task would require infinite number of data samples. This is indeed

2Low sensitivity means that the maximum change in the value of the computed statistic due to a change in any single data point
in the dataset is small

3There are two standard versions of differential privacy: pure and approximate differential privacy. The former is more stringent
than the later.
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a pessimistic result for differential privacy since learning thresholds over the real line in the non-private
setting can be accomplished using only few data samples. Another important result in [25] showed that the
sample complexity of pure differentially private PAC-learners4 can in general be much larger than that of
non-private learners. These results and several others motivated me to think about the question of whether
problems that are learnable non-privately (e.g., those with finite VC dimension) can also be learned with
little “leaked” information? Namely, using the language of information theory, for every non-private learner
can we find a learner whose output attains low mutual information with its input data set? On one hand, such
“low-information” learners, which are weaker than differentially private learners, would provide us with a
great deal of insight about what relaxations of differential privacy are possible if we insist on learning all
what can be learned non-privately. On the other hand, this notion of learning with low mutual information
can give rise to a potentially useful information-theoretic characterization of learning that is analogous – but
different in nature – to the characterization of learning via compression [34, 16]. Such information-theoretic
characterization can also be very useful in designing new learning algorithms as well as explaining the good
performance of a wide range of existing algorithms.

Better differentially private algorithms for general learning tasks: So far we still do not know much
about differentially private algorithms for general learning problems that attain optimal sample complexity
(or, equivalently, optimal true risk). In [9], we give differentially private algorithms with optimal empirical
risk for general convex problems, however, except for generalized linear models, it is not known whether
these algorithms achieve optimal true risk for general convex models. The same also holds for many other
problems that fall under the general learning model, e.g., parameter estimation, hypothesis testing, and dis-
tribution learning [17], for which we only have partial characterization of optimal algorithms under certain
distributional assumptions. Apart from information-theoretic optimality in sample complexity, there are also
several open questions concerning the computational efficiency of differentially private learners.

2.2 Optimal Mechanisms for Adaptive Data Analysis

In [10], we gave the best known upper bounds on the worst-case true statistical error resulting from an-
swering a sequence of adaptively chosen queries for large families of queries. Our algorithms are based on
algorithmic stability in the form of differential privacy. It is still open whether these upper bounds are tight
since there is still a gap between such bounds and the best known lower bounds in [39]. We also showed in
[10] that no other differentially private approach can yield better statistical accuracy in the adaptive setting
for the families of queries we consider. Hence, if our upper bounds are not tight, then any significant im-
provement to our bounds must come from a weaker notion of stability or a completely different approach.
Finding the optimal approach to adaptive data analysis is an important question whose answer can signifi-
cantly impact the way data analyses are conducted, and improve our understanding of this field.

2.3 Expanding the Domain of Local Differential Privacy

Very recently, there has been a growing interest from several data-driven Tech companies such as Google
[23, 24] and Apple [26] in the local model of differential privacy. This is mainly due to two reasons. First,
the control of private data remains in users’ hands, so, the company does not need to worry about allocating
and tightly securing storage for users’ data. Second, recent works, e.g., [35, 28, 18, 23, 7] showed several
positive results for this model. In terms of implementations deployed in practice, up till now, the focus has

4“PAC” refers to the standard learning model known as “Proabably Approximately Correct learning” due to Valiant [40]
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been mainly devoted to the tasks of frequency estimation (a.k.a. heavy-hitters estimation) [23, 7]. I plan
to study other important practical scenarios under the local model. One interesting setting I plan to study
is the interactive setting where the server publishes a query, the users then respond with their privatized
answers, then the server asks another query that possibly depends on the previous responses from the users.
As a starting point, I plan to study a an important special class of queries, namely, linear queries. In the
centralized model (where all raw data are collected by a central trusted entity) with offline queries (where
all queries are fixed ahead of time), the work of [38] gave nearly optimal and efficient algorithms for linear
queries. I plan to expand on the ideas in [38] to obtain practical algorithms with optimal accuracy for the
interactive setting in the local model.

2.4 Privacy Based on Information-Theoretic Typicality and Sufficient Statistics

One of the major contributions of differential privacy as a theory for private data analysis is that it was able
to formalize what it means to compute aggregate statistics that only reveal useful global information about
the dataset as a whole rather than specific information about individuals. Differential privacy inspires a
new line of inquiry that seeks to understand the deep connections between privacy as a social concept and
well-established mathematical concepts in information theory and statistics such as typical sets of samples
arising from a given family of distributions and minimal sufficient statistics viewed either in the statistical
sense or in Kolmogorov’s algorithmic sense. Recently, in [5], we introduced a notion of privacy based on the
statistical typicality of the data. When the data is i.i.d., this notion has strong ties to the notion of typicality
in information theory [15]. This enables us to use the powerful machinery of information theory to study this
notion of privacy as well as to design and analyze algorithms. On the other hand, such notion seems to be also
closely related to information compression, minimal description Iength, and minimal sufficient statistics. I
plan to pursue this direction and study the connections between these notions that would potentially provide
a new perspective on privacy-preserving data analysis and offer ideas for new algorithmic techniques.

3 Other Interests and Contributions: Security and Information Theory

I have also made several contributions to other areas of research, in particular, information theoretic security
and coding theory. During my PhD, I studied the notion of information-theoretic security in communication
systems and designed new coding schemes and communication protocols that made a significant impact
on the state of the art of wireless communication security (e.g., see [2, 3, 1, 4]). More recently, I also
studied a more stringent model of communication, namely communication over online (causal) adversarial
channels, and gave new code consructions [6] for such channels that, on one hand, improve significantly
over the previous code constructions, and on the other hand, establish strict separation results that were not
previously known bewteen this class of communication problems and other more standard classes.
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