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2.1 Statistical Learning Framework

The basic setup for statistical learning:

Inputs→ Learner A→ Outputs

1. Inputs to A

• Domain set X (“feature space”)

• Label set Y (for binary classification, usually {0, 1} or {+1,−1})
• Training data (a.k.a. “training sample”) of size n:

S = {(x1, y1), . . . , (xn, yn)}, with xi ∈ X , yi ∈ Y

2. Output of A

• A outputs a prediction rule (a.k.a. hypothesis or classifier) h : X → Y
• Note: h implicitly depends on S, and S is often a random set. We may sometimes write
h as A(S) or hS .

• Hypothesis classes: Usually we will assume classifiers are chosen from some fixed class
H. (This restriction often helps with “induction bias.”) For example, we might choose
H = linear classifiers or H = decision trees.

3. Structure of data (data generation assumptions)

• We will assume each data point is drawn i.i.d. from an underlying distribution D over
X × Y, called the data distribution.

• Sometimes we write Dn to denote the distribution of n i.i.d. training examples.

• The distribution D is unknown to the learner, which only has access to examples drawn
from it as in the case of training and test data.

• Special case: there may be a true “labeling function” (or “target concept”) f : X → Y;
that is, the label is a deterministic function of the features. Then it makes sense to define
D over only X . (The conditional distribution of Y |X is a degenerate distribution.)

In this course, we’ll usually be discussing learning that is passive (the learner does not influence
the way training data is generated), supervised (labels are provided), and proper (learner’s output
hypothesis belongs to a prespecified class). In the first part of the course, we’ll focus on classification
rather than regression.



2.1.1 Measure of error

First, we define a loss function ` : Y × Y → R+, which represents the cost of outputting a certain
label w.r.t. the true label. Then there are two main types of error related to this loss function:

1. Prediction error (a.k.a classification error, true error, risk)

A quantity denoted by err(h;D). This captures the expected error incurred by a predictor h
on a new random data point from D.

Definition 2.1. Given a loss function ` : Y × Y → R+,

err(h;D) = E(x,y)∼D[`(h(x), y)]

Realizability assumption: There is a true unknown labeling function f : X → Y that
belongs to the given hypothesis class H.

Note: Realizability implies that there is an h∗ ∈ H such that err(h∗;D) = 0 for all distribu-
tions D over the domain X .

2. Training error (a.k.a. empirical error, empirical risk)

Denoted by êrr(h;S), this captures the error incurred by a predictor h on the training data
S. Given a loss function `,

êrr(h;S) =
1

n

n∑
i=1

`(h(xi), yi)

Remark 2.2. If we consider h to be a random variable (namely, a function of a random training
sample S), note that both the true error and the empirical error are random variables.

Example 2.3. One common loss function is binary loss (or 0-1 loss):

`(h(x), y) = 1(h(x) 6= y),

err(h;D) = P(x,y)∼D(h(x) 6= y),

êrr(h;D) =
1

n

n∑
i=1

1(h(xi) 6= yi).

Note: In the first part of the course where we focus on binary classification prob-
lems, the loss function will be the binary loss function. Hence, err(h;D) will refer to
P(x,y)∼D(h(x) 6= y).

Empirical Risk Minimization (ERM): Often we want to find the “best” predictor ĥ in a
given hypothesis class H after observing some training data S. Generally speaking, this is done by
solving the following optimization problem:

ĥS ∈ arg min
h∈H

êrr(h;S)



2.2 Probably Approximately Correct Learning

Definition 2.4 (PAC Learning). A hypothesis class H is PAC-learnable if there is a function

nH : (0, 1)2 → N

and an algorithm A such that:

• for any 0 < ε, δ < 1, for any distribution D over X , and for any labeling function f : X → Y,
if the realizability assumption holds, and A is given n ≥ nH(ε, δ) examples from (D, f), then
w.p. ≥ 1− δ, A outputs h ∈ H for which err(h; (D, f)) ≤ ε.

Remark 2.5. We have two approximation parameters:

• ε is the “accuracy”, representing how far the output hypothesis can be from the optimal (this
is where the “approximately correct” in “PAC” comes from)

• 1−δ is the “confidence”, representing how likely the output hypothesis will achieve ε accuracy
(this is where the “probably” in “PAC” comes from)

Both approximations are unavoidable for the strong results we’ll see later in this course. We need ε
because our only information about the unknown distribution comes from finite training samples.
We need δ because there is a nonzero probability of getting a misrepresentative training sample.

Agnostic PAC Learning: In a more general “agnostic PAC” model, we remove the assumption
of the existence of a labeling function, and also remove the realizability assumption. Instead, D is
defined over X × Y. The definition is basically the same, except we require

err(h;D) ≤ ε+ inf
h̃∈H

err(h̃;D).

Example 2.6 (Axis-aligned rectangles). Suppose we have

X = R2,

Y = {−,+},
H = classifiers that output + for points inside some axis-aligned rectangle,

and assume that realizability holds.
Suppose our learner A picks the “tightest” rectangle that encloses all of the positive training

examples. Note that this will never make errors on negatives. (That is, hS always lies inside h∗.)
Next, we’ll discuss the PAC properties of this scenario.

Accuracy/confidence analysis for axis-aligned rectangles: First, fix 0 < ε and 0 < δ < 1.
What is the true error? It is based on the region between hS and h∗:

err(hS ;D) = P(x,y)∼D(hS misclassifies x)

= P(x,y)∼D(hS(x) 6= y, y = h∗(x))

= P(x,y)∼D(x lies between hS and h∗).

Note that the training set is random, and therefore the region between hS and h∗ is also random.



Now, our goal is to bound
PS∼Dn(err(hS ;D) > ε).

Consider four strips at the left, right, top, and bottom of h∗, and aim to get each of their
measures equal to ε/4. Call these regions R1, . . . , R4.

Suppose
err(hS ;D) > ε.

Then hS must “miss” (i.e., must fail to overlap with) at least one of the strips R1, . . . , R4.
Therefore

P (err(hS ;D) > ε) ≤ P (hS misses at least one strip)

≤
4∑
i=1

P (hS misses Ri)

= 4P (hS misses R1).

Furthermore,

P (hS misses R1) = P (no point of S lies in R1)

=
(

1− ε

4

)n
≤ e−εn/4.

The last inequality arises because 1− x ≤ e−x for all x. Then, for sufficiently large n,

P (err(hS ;D) > ε) ≤ δ if

n ≥ 4

ε
ln

(
4

δ

)
= nH(ε, δ).

Definition 2.7 (Sample complexity). The minimum of nH(ε, δ) for all possible algorithms that
learns H is called the sample complexity of H. (This is a pointwise minimum, for each value of ε
and δ.)

Definition 2.8. We say H is efficiently PAC learnable if there is an algorithm A that

1. satisfies the definition of PAC-learnability, and

2. runs in time that is polynomial in 1/ε, 1/δ, size(h∗), and dim(X ).

Here, size(h∗) is the minimum number of parameters describing h∗.

Example 2.9 (Learning monotone (positive) conjunctions). Consider the following scenario:

X = {0, 1}d,
Y = {0, 1}, and

H = conjunctions of positive literals.

Each string x̃ = (x̃1, . . . , x̃d) is considered an assignment of d bits to the variables x1, . . . , xd.
A conjunction is a subset of these d variables (either positive or negated) combined via the

logical AND operator. A monotone conjunction is a conjunction with no negated literals.



Note that |H| = 2d. This is smaller than the set of all possible conjunctions (which has size
3d). Also, we can represent each h ∈ H using the subset of variables that appear as literals in the
conjunction.

More formally, for a given x̃ ∈ X , we write h(x̃) = 1 iff for all i such that xi ∈ h, we have x̃i = 1.
Let’s assume realizability. That is, assume there exists h∗ ∈ H that makes no error on any

(x̃, ỹ) generated from the underlying distribution.
Consider the following algorithm: Ignore any examples labeled 0. For all remaining exam-

ples with label 1, delete any variable that ever gets set to 0. After processing all such examples,
output the remaining set of variables. (This output represents the hypothesized monotone con-
junction.)

In this case, hS ⊇ h∗. Also, for any x̃, if h∗(x̃) = 0, then hS(x̃) = 0. Therefore, hS may make
errors only on new examples with label 1. It will get all 0-labeled examples correct.

Accuracy and confidence analysis: Note that hS may contain “extra” literals relative to h∗.
Let xj be an extra literal in hS . If we are given a new example (x̃, ỹ), then this extra literal would
cause an error if x̃j = 0 and ỹ = 1.

For all j ∈ [d] = {1, . . . , d}, let qj = P(x̃,ỹ)∼D(x̃j = 0, ỹ = 1).
Note that

err(hS ;D) ≤
∑

j:xj∈hS\h∗
qj .

Therefore err(hS ;D) > ε implies there exists xj ∈ hS \ h∗ such that qj > ε/d.
We call a literal xj “bad” if qj > ε/d. For any bad literal xj , we have

P (the bad literal xj ∈ hS \ h∗)
≤ P (S does not contain any (x̃, ỹ) with x̃j = 0 and ỹ = 1)

= (1− qj)n

≤ (1− ε/d)n

≤ e−εn/d.

Then, for sufficiently large n, we can achieve the following bound:

P (err(hS ;D) > ε) ≤
d∑
j=1

P (bad literal xj ∈ hS \ h∗)

≤ de−εn/d

≤ δ.

This implies nH(ε, δ) = d
ε ln(d/δ).

Example 2.10 (Learning conjunctions; not restricted to monotone). There is a simple reduc-
tion: note that a conjunction over boolean variables x1, . . . , xd can be written as a monotone (i.e.,
positive) conjunction over x1, . . . , xd, x1, . . . , xd.

Using the result from last time:

nH+conj(ε, δ) =
d

ε
log

(
d

δ

)
=⇒ nHconj(ε, δ) =

2d

ε
log

(
2d

δ

)
As an exercise, try to describe the algorithm for this general case.



2.3 Learnability of Finite Hypothesis Classes (Occam’s razor)

So far, we have seen examples where the algorithm, given a training set S (and assuming realiz-
ability), outputs hS which is consistent with S. That is, it does not make any error on S:

êrr(hS ;S) = 0.

Hence, we could get an upper bound on the sample complexity in each of these examples.
Can we get a more general bound on the sample complexity of any hypothesis class?
The answer is “no” in general; this might not be possible if the hypothesis class is overly complex.

However, we will see that there is a general condition of learnability for any finite hypothesis class.

Theorem 2.11 (Occam’s Razor). Let H be any finite hypothesis class. For any 0 < ε and any
δ < 1, suppose we are given a data set S of n i.i.d. samples drawn from an unknown distribution

D, where n > 1
ε log

(
|H|
δ

)
. Assuming realizability, let hS ∈ H be any hypothesis that is consistent

with S. Then w.p. ≥ 1− δ, we must have err(hS ;D) ≤ ε.

Proof. Let Hbad = {h ∈ H : err(h;D) > ε}. Supposing hS satisfies the premise in the theorem (i.e.,
it is consistent with S), we have

PS(err(hS ;D) > ε) = P (hS ∈ Hbad)

= P (∃h ∈ Hbad : hS = h)

= P (∃h ∈ Hbad : h is consistent with S, hS = h)

≤ P (∃h ∈ Hbad : h is consistent with S)

≤
∑

h∈Hbad

P (h is consistent with S). (via union bound)

Now, by the definition of Hbad each term in this sum is upper-bounded by (1− ε)n. Hence

P (err(hS ;D) > ε) ≤ |Hbad| (1− ε)n

≤ |H| (1− ε)n

≤ |H| e−εn.

Then, the probability of obtaining a large error has the desired bound if we set n such that
δ ≥ |H|e−εn, or equivalently,

n ≥ 1

ε
log

(
|H|
δ

)
.

Implications of Occam’s Razor: For a finite hypothesis class, assuming realizability, a smaller
H is easier to learn (equivalently, it is easier to generalize to the true unknown distribution). This
means it has more predictive power.

Note, however, that realizability is a strong assumption. So there is a tradeoff between making
H large enough that it is likely to contain the true labeling function, and small enough that it is
easy to learn (in the PAC sense). This is sometimes referred to as the “bias-variance tradeoff.”

Remark 2.12 (Improving the bound on learning conjunctions). Using the algorithm we described,
we showed

nHconj(ε, δ) =
2d

ε
log

(
2d

δ

)
.



Now, using Occam’s razor, we know we can do better. Recall |Hconj| = 3d. Therefore,

nHconj(ε, δ) =
1

ε
(log(1/δ) + d log 3) .

This bound is better by at least Ω(log d). Note that we don’t need a new algorithm to achieve this
bound; it just means that our earlier bound was not as tight as it could have been.


